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Single Machine Quick -Start   

Run MSI to install driver  on development machine  
1. Download and run: 

a. MySpace.DataMining.Qizmt.msi 
i. Click next and go with all defaults 

ii. Enter <windows login> when prompted 
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Formatting MR.DFS 

 

Generate Stored Job Examples 

 

View Stored job examples in cluster  
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Execute wordcount job  
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View wordcount inputs and outputs  

 

View/Edit the wordcount example  
                C:\ > Qizmt edit Qizmt-WordCount.xml 
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Word Count Logic Form  
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Mor e Examples 

K-Means Locator  
Obtain Code  Qizmt  examples  

View/Edit Code  Qizmt  edit Qizmt -CellularKMeans.xml  

Execute Code  Qizmt  exec Qizmt -CelularKMeans.xml  

 

 

This example calculates the K -Means of randomly generated vertices . The cent roids are first randomly 

placed , during the map phase each cent roid s and vertices  are rounded up to some range  (Abstraction 

Sector ) as the key. During the exchange phase all vertices  and cent roids are transferred between 

machines in the cluster such that all vertices  within the same range are together. Within each range, the 

traditional k -means algorithm is applied to all sectors in parallel. As new data is added, this mapreducer 

only exchanges  the delta vertices  and the cent roids.  
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K-Means Locator (contd.)  
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K-Means Mapreduce Form  
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KMeans Example Map Logic 
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K-Means Example Reduce Logic  
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Top-Down Collaborative Filtering  
 

Obtain Code  Qizmt  examples  

View/Edit Code  Qizmt  edit Qizmt -CollaborativeFiltering.xml  

Execute Code  Qizmt  exec Qizmt -CollaborativeFiltering.xml  

 
In this example, remote jobs are used to copy a MR.DFS document to every node in the MR.DFS and then perform Top-
Down Collaborative Filtering on such that each core in the cluster does a subset of the work. The resulting scores are 
then redistributed back out into the MR.DFS.  
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Job Types 

Local 
Method executes on 1 machine. The Shell() method is often used in Locals to script a set of tasks in a pipeline, input 
deltas and publish results. Example: 

    

                        

Remote 
Method executes on 1 or more remote machines to perform a task on a MR.DFS input file or wild card set of files. The 
resulting stream writes data back out to the DFS. Use this type of job for algorithms which are more cost-effectively 
executed on a single machine using top-down approach, such as Top-Down Collaborative Filtering. Example: 

  

                         

Mapreduce  
Most data processing tasks may be performed optimally and with ultra-simplistic code when written as a mapreducer. 
Example: 
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Tag Ordering  
The order of tags in jobs does matter for some tags. The required tags of each job type have a specific order as shown in 

the default template when creating a job. <Job> tags are executed in the order. In a mapreduce job, the child nodes of 

<MapReduce> must be in order, <Map> first, <Reduce> second. 

Local Tag Ordering  
    <Job Name="" Custodian="" email=""> 
      <IOSettings>  
                <!-- child nodes in any order --> 
      </IOSettings> 
      <Local> 
        <![CDATA[ ... ]]> 
      </Local> 
    </Job> 
 

Remote Tag Ordering  
    <Job Name="" Custodian="" email=""> 
      <IOSettings>  
                <!-- child nodes in any order --> 
      </IOSettings> 
      <Remote> 
        <![CDATA[ ... ]]> 
      </Remote> 
    </Job> 

Mapreduce Tag Ordering  
    <Job Name="" Custodian="" email=""> 
      <IOSettings> 
                <!-- child nodes in any order --> 
      </IOSettings> 
      <MapReduce> 
        <Map> 
          <![CDATA[ ... ]]> 
        </Map> 
        <Reduce> 
          <![CDATA[ ... ]]> 
        </Reduce> 
      </MapReduce> 
    </Job> 

KeyLength  
The KeyLength tag of mapreducer jobs may be set to a specific number of bytes or set to comma separated list of data 
types, e.g. <KeyLength>int,long,double,55</KeyLength>  
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Advanced Optimizations  
Description XPath in Job file (Qizmt edit <myjob>) Value Range 
OutputMethod 
Default: sorted 
 
By default the OutputMethod is sorted however 
it may be explicitly changed to grouped when 
fully sorted results are not required because 
grouped is a cheaper operation then fully sorted. 
Typically a series of mapreducer pipelines may be 
significantly optimized by using grouped for the 
intermediate outputs and sorted for the final 
mapreducer output: 

                                            
 

SourceCode/Jobs/Job/IOSettings/OutputMethod 
 
Examples: 
 
<OutputMethod>sorted</OutputMethod> 
 
<OutputMethod>grouped</OutputMethod> 

grouped | sorted 

KeyMajor 
Default: Entire Key Length 
 
Change KeyMajor to set how many bytes of the 
key to consider during machine exchange. By 
default the entire key is considered to ensure 
even distribution of data, however, significant 
performance gains can be achieved by using only 
a subset of the key during exchange. Generally 
random and less uniform keys may benefit from 
a reduction in KeyMajor without skewing the 
distribution. 
 

SourceCode/Jobs/Job/IOSettings/KeyMajor 
 
 
Examples: 
 
<KeyMajor>16</KeyMajor> 
 
<KeyMajor>100</KeyMajor> 

1 -  
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Advanced Optimizations  (contd.)  
Description XPath in Job file (Qizmt edit <myjob>) Value Range 
Delta 
Default: disabled 
 
When a delta node is added to a mapreducer job, 
the intermediate files of the mapreduce 
operation are cached automatically. Subsequent 
executions of the same mapreduce job will only 
exchange files which have not been cached by 
the mapreducer. 
 

Explicit Caching 
Sometimes automatic caching may have the 
effect of overly expanding the data. For example, 
if the delta contains random samples which can 
be redundant, these random samples will cause 
the cache to expand to fast if automatic caching 
is used. When delta is enabled, the reducer code 
may override the automatic caching by explicitly 
identifying which key/value pairs to cache after 
the exchange phase, e.g. 
 
   é void Reduce(é 

      
            output.Cache(key, value); 

    
 

SourceCode/Jobs/Job/Delta/Name 
SourceCode/Jobs/Job/Delta/DFSInput 
 
Examples: 
 
      <Delta> 
        <Name>mydata_cacheA</Name> 
        <DFSInput>dfs://mydataA*.txt</DFSInput> 
      </Delta> 
 
      <Delta> 
        <Name>mydata_cacheB</Name> 
        <DFSInput>dfs://mydataB*.txt</DFSInput> 
      </Delta> 

 

Any valid windows 
file name. 
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Mapreducer Caching  
Obtain Code  Qizmt  examples  

View/Edit Code  Qizmt  edit Qizmt -ExplicitCacheWordCount.xml  

Execute Code  Qizmt  exec Qizmt -ExplicitCacheWordCount.xml  

 
Most mapreducer jobs can be executed faster in subsequent executions by caching intermediate data of a mapreducer 
job and only exchanging/sorting the delta input data. In this way only MR.DFS files that have not been picked up yet flow 
throughout the cluster during a mapreduce job rather than the entire input set. Typically, for production pipelines can 
be implemented with smaller clusters of servers than R&D clusters when Qizmt Mapreducer Caching is used. 
 

 

Enabling Caching 
Caching is enabled by adding a <Delta> node under the <Job> node of a mapreducer job, e.g. 
      <Delta> 
        <Name>ExplicitCacheWordCount_Cache</Name> 
        <DFSInput>dfs://ExplicitCacheWordCount_Input*.txt</DFSInput> 
      </Delta> 
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In this example, after the mapreducer job is run the first time, a file will be created in MR.DFS per the /Delta/Name 
node containing the distributed cached intermediate data. e.g. 

 

Explici t Caching 
By default, all key/value pairs are cached when delta caching is enabled. In some scenarios you may want to override the 
contents of the cached intermediate data across the cluster. This can be done by setting the [ExplicitCache] function 
attribute on the reducer event and then explicitly adding key/value pairs to the cache. When this is done, the automatic 
cache is replaced with an explicit cache e.g. 
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All key/value pairs sent into the output.Cache() will make their way back into this reducer after being merged with delta 

key/value pairs in subsequent runs of the mapreducer. Files are pulled into the cache by the name of the file in MR.DFS. 

Qizmt keeps track of which MR.DFS files have been pulled into the mapreducer per the wildcard specified in the 

/Delta/DFSInput node, once they have been cached, the names of the MR.DFS files are stored in the cache file to avoid 

re-caching them in subsequent runs. 

Viewing what MR.DFS Files have been Rolled into a Cache File 
The Qizmt info command, when applied to a cache file (aqua), shows which MR.DFS files have already been picked up by 
a mapreducer using the cache file. 

 

 

Invalidating MR.DFS Files Already in a Cache 
MR.DFS files already in a cache file can be removed so that they will be re-cached on the next run of the mapreducer 

using the cache e.g. 

 

Once a MR.DFS file has been invalidated from a cache file, the mapreducer using the cache file will pick it up along with 

any other files which match the wild card specified in the /Delta/DFSInput  node. Invalidating an MR.DFS file in a cache 

file does not clean up any data which that file may have input as it is already merged with inputs from all other cached 

MR.DFS files, however it does make the mapreducer using the cache re-pull that file as an input the next time it is 

executed. 
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Deleting a  Cache File  
Deleting a cache file will both invalidate all cached inputs as well as delete all intermediate data cached by that cache 

file. When the mapreducer job which owns a deleted cache file is executed, all inputs picked up by the /Delta/DFSInput 

wildcard are re-exchanged across the cluster and the intermediate data is re-cached. 

Limitations of Qizmt  Caching 
- Cache files cannot be shared across different mapreducers, a mapreducer owns at most 1 cache file and a cache 

file is owned by at most one mapreducer. 
- If any administrative action is taken on a cluster such as adding or removing machines, all cache files must be 

deleted. 
- If replication is > 1, caching is ok but cached intermediate data itself is not replicated. 
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Creating New Job 
 

1. RDP into any machine in the cluster 
2. Issue command: Qizmt edit <new stored SourceCode name> 
3. Edit stored SourceCode 

a. The Qizmt editor comes complete with: Auto-complete, Smart tabs and Auto-syntax Coloring  
4. Click OK 
5. Test stored SourceCode with: Qizmt exec <new stored SourceCode name> 
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Qizmt  Editor  
 

Smart C# Syntax Coloring  
Qizmt editor automatically colors C# syntax as it is typed or when code is pasted into the editor. 
 
Concept Color Examples 
Keywords Blue  
Comments Green 

 
Strings Brown  

 
XML GreyPurple 

 
Other text Black 

 

 
 

Heap 
Allocations 

Red foo.ToString(); 
bar = new SomeClass(); 

 

C# Auto Complete  
!ŎǘƛǾŀǘŜŘ ǿƘŜƴ ΨΦΩ YŜȅ ƛǎ ǇǊŜǎǎŜŘΦ ²ƘŜƴ ŀǾŀƛƭŀōƭŜΣ ŘƛǎǇƭŀȅǎ ƭƛǎǘ ƻŦ ƳŜƳōŜǊ ŦǳƴŎǘƛƻƴǎ ƻƴ ŀƴ ƻōƧŜŎǘΥ 
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Go to Line Number  
Ctrl+G or Edit -> Go ǘƻΧ 

 

Code Search 
Ctrl+F or Edit->FindΧ/Find Next/Replace 
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Built -In Debugger 

 

Debug Command Hot Key Action 

Resume Debugging F5 Execute to next breakpoint. 

Stop Debugging F12 Stop debug mode to continue editing mapreducer. 

Step Into F11 Step into a function on call stack. 

Step Over F10 Step over a function on call stack. 
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Step Out Shift-F11 Step out of a function on call stack. 

Toggle Breakpoint F9 Add or remove a breakpoint. 

Skip to Reduce Shift-F12 Start reduce phase at end of current map cycle. 

Start Debugger Half Way through Map Data  
1. During debug mode, open the Map Input Scroll Control. 

 
 

2. Press the Nudge button to skip through map data. 
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Locating Build Error without IDE  
1. Write a mapreducer that contains an error: 
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2. Run mapreducer: 

 
 

3. View executed code of last error from machine on which it occurred; use Ctrl-G to go to the line number of the 
error. In this example The error occurred on line 1307 and glyph 33:    Qizmt edit *errors* 

 

No Master Node in Qizmt  
Unlike other mapreduce frameworks, there is no master node in a Qizmt cluster where commands have to be executed. 
Qizmt commands may be executed on any machine in the cluster.  For example: 
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Qizmt  Command Line 

 
Here is a complete list of Qizmt commands: 

Usage Description 

retrylogmd5 <logfile> writes all output to the logfile 

edit <jobs.xml> edit the specified jobs source code XML file 

exec ["</xpath>=<value>"] <jobs.xml> run the jobs source code XML file 

addmachine <host> add a machine to the cluster 

removemachine <host> remove a machine from the cluster 

ps distributed processes, schedule and queue info 

who show who is logged on 

history [<count>] show command history 

killall kill all jobs, clean any orphaned intermediate data 

gen <output-dfsfile> 
       <outputsize> 
       [type=<bin|ascii|word>] 
       [row=<size>] 
       [writers=<count>] 
       [rand=custom] 

generate random binary, ascii or word data 

combine <inputfiles...> [+ <outputfile>] combine files into one 

format machines=localhost format a new DFS 

info [<dfspath>[:<host>]] 
        [-s short host name] 
        [-mt multi-threaded] 

information for DFS or a DFS file 

head <dfspath>[:<host>:<part>] [<count>] show first few lines of file 

put <netpath> [<dfspath>[@<recordlen>]] put a file into DFS 

fput files|dirs=<item[,item,item]>|@<filepath to list> 
        [pattern=<pattern>] 
        [mode=continuous]       
        [dfsfilename=<targetfilename>] 

put files into DFS 

putbinary <wildcard> <dfspath> put binary into DFS 

get [parts=<first>[-[<last>]]] <dfspath> <netpath> get a file from DFS 

fget <dfspath>  
        <targetFolder>[ <targetFolder> <targetFolder>] | 
       @<filepath to target folder list> [-gz] [-md5] 

get a file from DFS 

getbinary <dfspath> <netpath> get binary from DFS 

del <dfspath|wildcard> delete a DFS file using multiple threads 
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rename <dfspath-old> <dfspath-new> rename a DFS file 

getjobs <netpath.dj> archive all jobs 

putjobs <netpath.dj> import jobs archive 

ls DFS file listing 

countparts <dfspath> get parts count of a file 

invalidate <cacheName> <fileNodeName> invalidate a file node of the cache 

health [-a check DFS health] 
            [-v verify driver] 
            [-mt multi-threaded] 

Show the health of the machines in the cluster 

examples generate example jobs source code 

importdir <netpath> import jobs into DFS 

listinstalldir List all installed directories 

harddrivespeedtest [<filesize>] Test write/read hard drive speed 

networkspeedtest [<filesize>] Test upload/download network speed test 

exechistory List the most recent executed commands 

cputemp List cpu temperature 

ghost List ghost data files 

perfmon <network|cputime|diskio|availablememory> 
          [a=<Number of readings to get.  Return average.>] 
          [t=<Number of threads>] 
          [s=<Milliseconds of sleep to take between readings>] 

get Perfmon counter readings 

perfmon generic 
          o=<Object/category name> 
          c=<Counter name> 
          i=<Instance Name> 
          [f Display readings in friendly byte size units] 
          [a=<Number of readings to get.  Return average.>] 
          [t=<Number of threads>] 
          [s=<Milliseconds of sleep to take between readings>] 

specify a Perfmon counter to read 

packetsniff     [t=<Number of threads>] 
                         [s=<Milliseconds to sniff>] 
                         [v verbose] 
                         [a include non-cluster machines] 

Sniff packets 

md5 <dfsfile> compute MD5 of DFS data file 

checksum <dfsfile> compute sum of DFS data file 

sorted <dfsfile> check if a DFS data file has sorted lines 

nearprime <positiveNum> find the nearest prime number 

genhostnames <pattern> <startNum> 
                           <endNum> [<delimiter>] 

generate host names 

viewlogs      [machine=<machineName>] 
                     [count=<number of entries to return>] 

view log entries 

clearlogs clear logs from all machines in the cluster 

maxuserlogsview view maxUserLogs configuration 

maxuserlogsupdate <integer> update maxUserLogs configuration 

maxdglobalsview view maxDGlobals configuration 

maxdglobalsupdate <integer> update maxDGlobals configuration 

recordsize <user-size> returns bytes of user-friendly size 

swap <file1> <file2> file names to swap 

regressiontest basic basic regression test Qizmt 

kill <JobID> kill the specified Job Identifier 
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enqueue command=<value> 
[ExecTimeout=<secs> Maximum seconds Qizmt exec can run 
OnTimeout=<tcmd>] Run on timeout; e.g.  Qizmt kill #JID# 

Adds a command to the end of the queue 

queuekill <QueueID> Removes the specified Queue Identifier 

clearqueue Removes all entries from the queue 

schedule command=<value>  
start=<now|<datetime>>  
[frequency=<seconds>] 
[texceptions=<<datetime>[-<datetime>]>[,...]] ranges when 
not to run 
[wexceptions=<weekday>[,...]] whole weekdays not to run 
[wtexceptions=<wdtime>[,...]] time on day-of-week not to run 

adds a command entry to the scheduler 
(datetime format is [M[/D[/Y]].][h:m[:s][AM|PM]]) 
(wdtime format is <weekday>@<h:m[:s][AM|PM]>[-
<h:m[:s][AM|PM]>]) 

pauseschedule <ScheduleID> Pauses the specified Schedule Identifier 

unpauseschedule <ScheduleID> Un-pauses the specified Schedule Identifier 

unschedule <ScheduleID> Removes the specified Schedule Identifier 

clearschedule Removes all entries from the scheduler 

shuffle <source> <target> Shuffle underlying parts of a rectangular binary file, 
maintaining chunk order 

spread <dfsfile> <out-dfsfile> Spread a DFS file across the cluster 

 
 

Command History  
View history of commands executed on the current cluster. 

 
 

Qizmt  Keys 
 
Qizmt keys output from mappers are always stored in big-endian. Recordsets keys may not mix both strings and 
primitives, however when a key must consist both strings and primitives, can embed the primitives in a string key. 
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Output Method s 

Sorted 

 

The Sorted output method sorts the 
data across the entire cluster in 
consistent timing regardless of how 
skewed the keys are but incurs 
consistent 2X performance cost. This 
method is typically used when 
producing a very large sorted index at 
the end of a pipeline of mapreducers. 
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Ascending/Descending sorted  
By default, keys are sorted in byte-ascending order. To sort keys in byte-descending order, add the output direction tag 
to the mapreducer: 
 
<OutputDirection>descending</OutputDirection> 

Text Index Creation  
Instead of outputting back into MR.DFS in reduce, you can output data directly to the local file system or to a third party 
application local on each machine. When mapreducer complete, peek at the first line of each output file of each 
machine to construct a master index showing what range is covered by each file across the cluster. 

Ranged Foil Sorted 
<OutputMethod>rsorted</OutputMethod> 
First range goes to reducer of first core of first machine of cluster; second range goes to second core of first machine in 
cluster, etc. Each core gets a range, and each machine also has a super-range. 
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Round Robin Foil Sorted 
<OutputMethod>fsorted</OutputMethod> 
First range goes to reducer of first core of first machine of cluster; second range goes to first core of second machine in 
cluster, etc. Each core gets a range, but each machine has multiple ranges which are not sequential. 
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Grouped 

 

The default template uses the grouped sort 
algorithm. This output method grantees that all 
identical keys make their way to the same 
reducer, but does not produce a fully sorted 
index across the cluster. This output method is 
immune to skewing. 
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Hash Sorted  

 

Hashsorted is the fastest output method for 
sorting data across a cluster but is not immune 
to skewing in the keys and only 2 bytes of the 
key may be considered for the exchange 
phase. <KeyMajor> must be set to 2 when 
using hashsorted. When using hashsorted, 
place the least redundant 2 bytes of the key in 
the first two bytes. Left padded string keys, for 
example, cannot be hashsorted. Hashsorted 
performs exceptionally well when keys are 
completely random. 
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Parallel Disjoint Execution  
Sometimes it is beneficial to stream the same MR.DFS file through every machine or a process on every core in the 
cluster. Parallel disjoint execution is typically useful when data is small enough to stream all data through one or more 
machines and perform hash based logic when this approach is more cost-effective them mapreduce. 
 

Remote Job Multiple  Hosts 
A remote job may be run on multiple explicitly specified hosts and even process a different MR.DFS file on each host. 
The <Host> tag is optional, if not specified, the remote jobs will live round robin across the cluster. 
 
      
    <IOSettings> 
        <JobType>remote</JobType>         
        <DFS_IO> 
          <DFSReader>dfs://Input1.txt</DFSReader> 
          <DFSWriter>dfs://Output1.txt</DFSWriter> 
          <Host>Machine0</Host> 
        </DFS_IO>        
        <DFS_IO> 
          <DFSReader>dfs://Input2.txt</DFSReader> 
          <DFSWriter>dfs://Output2.txt</DFSWriter> 
           <Host>Machine1</Host> 
        </DFS_IO> 
      </IOSettings> 

 
 
 

Remote Job All Machines 
A remote job may be run on one core per machine; each remote sub process will get an identical copy of the same 
document streamed in from MR.DFS. The # wildcard will be replaced with a numeric DPID unique across the cluster. 
 
 
 
 
      <IOSettings> 
        <JobType>remote</JobType>         
        <DFS_IO_Multi> 
          <DFSReader>dfs://Input.txt</DFSReader> 
          <DFSWriter>dfs://Output####.txt</DFSWriter> 
          <Mode>ALL MACHINES</Mode> 
        </DFS_IO_Multi> 
      </IOSettings> 

 
 
 

  



 MySpace Qizmt Quick Start Guide 

 Page 44 

Remote Job All Cores 
A remote job may be run on every core in the cluster without explicitly specifying host names, each remote will get an 
identical copy of the same document streamed from MR.DFS. The # wildcard will be replaced with a numeric DPID 
unique across the cluster. 
  
 
 
     <IOSettings> 
        <JobType>remote</JobType>         
        <DFS_IO_Multi> 
          <DFSReader>dfs://Input.txt</DFSReader> 
          <DFSWriter>dfs://Output####.txt</DFSWriter> 
          <Mode>ALL CORES</Mode> 
        </DFS_IO_Multi> 
      </IOSettings> 

 
 

Manual Memory Management in Mapreducers  
It is sometimes advantageous to use C-style pointers in C# mapreducers. Unsafe for a mapreducer may be enabled by 
adding an unsafe tag to a mapreducer job. For more on when unsafe should be enabled, see the MSDN documentation 
for unsafe C#. 
 
<Unsafe/> 

MR.DFS Filename Ranged Input 
Mapreducers jobs can take inputs both by Date ranges and numeric ranges in the MR.DFS file names. Ranges may be 
specified in the <DFSInput> tag rather than solid filenames. 
 

Wildcard Inp ut  
¢ƘŜ ΨϝΩ ŎƘŀǊŀŎǘŜǊ Ƴŀȅ ōŜ ǳǎŜŘ ŀǎ ǿƛƭŘŎŀǊŘ ŦƻǊ л ƻǊ ƳƻǊŜ ŎƘŀǊŀŎǘŜǊǎ ƛƴ ǘƘŜ awΦ5C{ ŦƛƭŜ ƴŀƳŜΦ 
<DFSInput>dfs://SomeFile*.txt</DFSInput> 

Aggregate Input  
¢ƘŜ ΨΤΩ ŎƘŀǊŀŎǘŜǊ Ƴŀȅ ōŜ ǳǎŜŘ ǘƻ ŘŜƭƛƳƛǘ ƳǳƭǘƛǇƭŜ awΦ5C{ ŦƛƭŜ ƛƴǇǳǘǎΦ 
<DFSInput>dfs://SomeFile1.txt;dfs://SomeFile2.txt</DFSInput> 

Numeric /Date  Ranged Input  
¢ƘŜ ΨμΩ ŀƴŘ Ψ-Ω ŎƘŀǊŀŎǘŜǊǎ Ƴŀȅ ōŜ ǳǎŜŘ ǘƻ ƛƴǇǳǘ ŀ ǊŀƴƎŜ ƻŦ ŦƛƭŜǎ ŎƻƴǘŀƛƴƛƴƎ ŘƛƎƛǘǎ ƛƴ ǘƘŜƛǊ awΦ5C{ ŦƛƭŜƴŀƳŜǎΦ  
<DFSInput>dfs://Qizmt-WildCardNumericRanges_Input|20090601-20100101|*.txt</DFSInput> 

Aggregate Ranged Input  
Multiple ranged inputs may be aggregated. 
<DFSInput>dfs://Qizmt-WildCardNumericRanges_Input|11-12|*.txt;dfs://Qizmt-
WildCardNumericRanges_Input15f.txt;dfs://Qizmt-WildCardNumericRanges_Input|20090601-
20100101|*.txt</DFSInput> 
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Cluster Assembly Cache (CAC) 
.Net DLLs may be made accessible to mapreduce, local and remote jobs by simply putting them into MR.DFS then 
referencing them from the jobs. *.DLLs put into MR.DFS is redundantly copied to every machine in the cluster. 

 

Referencing a Custom .Net DLL in a Mapreducer  
If you want to build a C# DLL and reference it, you can build a regular .net DLL and use Qizmt put to put it into MR.DFS 
then reference it in the job. Qizmt put automatically treats *.dll files differently as other files and makes a redundant 
copy of the DLL on every machine in the cluster. After putting a DLL into a Qizmt cluster, it can be referenced from 
within the job: 
 
      <Job Name="testdll" Custodian="" email=""> 
      <Add Reference="Qizmt-AddUsingReferences_testdll.dll" Type="dfs" /> <!- custom C# DLL put into MR.DFS -> 
      <Add Reference="Microsoft.VisualBasic.dll" Type="system" /> <!-- system DLL already in .NET --> 
      <Using>testdll</Using> <!-- using namespace --> 
      <Using>Microsoft.VisualBasic</Using><!-- using namespace --> 
       . 
       . 
       . 
 
Qizmt put *.dll puts a dll into MR.DFS and makes it available to all job types; local, remote and mapreduce. There are 
two reference types supported dfs and system. 
 
Can use type dfs for custom DLLs or DLLs that are referenced by custom DLLs used in local, remote or mapreducer jobs. 
Can use type system for referencing system DLLs that are not referenced by default. Here are the system DLLs that are 
referenced by default: 
 

System.dll 
System.Xml.dll 
System.Data.dll     
System.Drawing.dll 
System.Core.dll 

 
e.g. 
 
      <Add Reference="regression_test_testdll.dll" Type="dfs" /> 
      <Add Reference="Microsoft.VisualBasic.dll" Type="system" /> 
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      <MapReduce> 
        <Map> 
          <![CDATA[ 
          public virtual void Map(ByteSlice line, MapOutput output) 
          { 
              if(32 != Microsoft.VisualBasic.Strings.Asc(' ')) 
              { 
                  throw new Exception("Map: (32 != Microsoft.VisualBasic.Strings.Asc(' '))"); 
              } 

Working with Tables  
Sometimes it is advantageous to store recordsets directly in MR.DFS table files rather than manually tokenizing the data 
into a text format. By convention, it is suggested to store recordsets in MR.DFS files using the *.tbl naming convention. If 
reading a table into a mapreducer job from MR.DFS, the DFSInput must contain <filename>@<row size> showing the 
number of bytes in each row. If writing a table to a mapreducer job from MR.DFS, the DFSOutput must contain 
<filename>@<row size> showing the number of bytes in each row. 

Specifying Schema in Rectangular Binary Files  
An alternative to specifying the number of bytes in each row <filename>@<row size>, is the use of data type key words.  
For example, <filename>@Int,Int instead of <filename>@8, <filename>@Int,Long instead of <filename>@12.  The 
current data type key words supported are: Int, Long, DateTime, and Char(n). 

Writing data from Mapreducer out to a Table  
A recordset may be directly written out to a MR.DFS file from a reducer as follows. 
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Reading a Table data into a Mapreducer  
A line of data may be read directly into a recordset only if it was written out as a recordset in the reducer of another 
mapreducer job. 

 
 

Walkthrough: Loading and Processing Rectangular Binary Data  
1. Generate rectangular binary data with gensort or other means consisting of 100 bytes per row 

       (Qizmt has a built-in windows port of gensort as this is the  
           industry standard tool for generating sorting contest data) 

2. Put the binary data into MR.DFS with: Qizmt put \\MACHINEA\D$\binarydata.tbl@100 
3. The rectangular binary data consisting of 100 bytes per row may now be input to a mapreducer 
4. Edit a mapreducer and add <DFSInput>dfs://binarydata.tbl@100</DFSInput> for the input 
5. To read each 100 byte row from the binary table into a recordset use:  

recordset rline = recordset.PrepareRow(line); 
 

Walkthrough: Storing Mapreducer Results into a Table  
1. Modify the DFSOutput to include the size of recordset that will be output. If the recordsets change in size or are 

heterogeneous, then set the size to the largest possible size supported. E.g. 
<DFSOutput>dfs://SomeOutput.tbl@1024</DFSOutput> 

2. In reducer output a recordset directly: 
              recordset rout = recordset.Prepare(); 
              rout.PutInt(uid); 
              rout.PutDouble(total); 
              output.Add(rout); 
 

               Note: the table row size may be larger than the recordset, but if smaller an exception will be thrown. 
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Stress Testing a Cluster 
The Qizmt stresstests command may be used to generate a series of mapreduce jobs to stress test the capabilities of a 
cluster. The larger the cluster, the larger and faster stress tests are handled. 

 

Building Infr astructures on top of Qizmt  

Building a RDBMS on top of Qizmt  
One way to support SQL against *.tbl files would be to write a series of mapreducers and a local job to parse SQL and fire 
off appropriate mapreducer jobs, by nature of mapreduce, you do not have to worry about the complexities of writing a 
query optimizer, e.g. 
Local job: SQL 
Mapreduce job: insert_into_select.xml 
Mapreduce job: select_standard_out.xml 
Mapreduce job: update_table.xml   actually creates a new table, deletes the old, and renames the new table back to the 
name of the old table, but could possibly safely support some mutating functionality in Qizmt to make this more 
efficient. 
Local job: delete_from_table.xml 
Local job: drop_table.xml 
Local job: truncate_table.xml 
 
An example run could look like: 
C:\> Qizmt gensql 
      Generating SQL Jobs:  
      insert_into_select.xml ς selecting into a new empty table from 1 or more other tables, could potentially support 
WITH INDEX and use Qizmt caching 
      select_standard_out.xml ς display a resulting temporary table to the standard output and then delete it 
      update_table.xml ς change lines in a table based on some criteria 
      delete_from_table.xml ς delete lines in a table based on some criteria 
      drop_table.xml ς Qizmt command to delete the MR.DFS file 
      truncate_table.xml ς Qizmt command to delete the MR.DFS file and recreate it empty 
      . 
      . 
      . 
      SQL jobs generated, for help issue command: Qizmt ǎǉƭ άƘŜƭǇέ 
C:\> Qizmt ŜȄŜŎ ǎǉƭ άLb{9w¢ Lb¢h /ǳǎǘƻƳŜǊ {9[9/¢ ϝ Cwha /ǳǎǘƻƳŜǊψŘŜƭǘŀέ 
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Building a Search Indexer on top of Qizmt  
Search indexing is easily done with Qizmt as mapreduce is the optimal way to sort large amounts of data evenly across 
many servers. Qizmt caching makes periodic deltas exchange and redistribute across a sorted cluster evenly without 
having to resort the entire index. This is typically useful for: 

- Large scale existence checking 
- Large scale end-user search services 
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Developers on Cluster  
View a list of all users currently logged into all windows machines of the cluster. 

 

Uninstalling Qizmt  Driver from Machine  
1. Remove the machine from any cluster that it may be part of see: Removing Node from Cluster 
2. Start->Control Panel 
3. Select Add/Remove Programs or Programs and Features 
4. Double click on the Qizmt installation and select Uninstall 
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Qizmt  Mapreducer Analysis Form  

 
 


